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Lab Week 9 - A Sample Annotation Problem 
(adapted by Chris Shaffer from a worksheet by Varun Sundaram, WU-STL, Class of 2009) 

 

Prerequisites: 

BLAST Exercise: “An In-Depth Introduction to NCBI BLAST” 

Familiarity with the concepts in “Introduction to the GEP Collaborative… Project” 
 

Resources: 

The BLAST Web server is available at http://blast.ncbi.nlm.nih.gov/Blast.cgi 

FlyBase is available at http://flybase.org/  

The UCSC Genome Browser is available at http://gep.wustl.edu/ under the “Projects” menu 

The Gene Record Finder is available at http://gep.wustl.edu under the “Projects” menu 
 

Important Note: It works best to open each of the above Internet sites in a separate window, so 

that you can have them all visible at one time on your monitor. You will also need an open Word 

document file, into which you will paste your BLAST alignments and other information. 

 

Introduction 
 

This worksheet will guide you through a series of basic steps that have been found to work well 

for annotation of species closely related to Drosophila melanogaster. It provides a technique that 

can also be the foundation of annotation in other more divergent species, but in those cases other 

special techniques will probably be needed. The given example uses a gene from the fourth (dot) 

chromosome of Drosophila grimshawi. Although the D. grimshawi and D. melanogaster 

lineages diverged over 30 million years ago, the gene that you will examine in this activity is 

highly conserved between the two species. Thus, annotation of this particular D. grimshawi gene 

is relatively straight forward. Students should consult the “Advanced Annotation Instruction 

Sheet” that follows in the lab manual for further advice on how to approach annotation of genes 

with lower levels of similarity. 

While this worksheet will do some click-by-click guidance, some familiarity with the NCBI 

Blast pages and the UCSC Genome Browser Mirror is assumed. Those users completely 

unfamiliar with these sites may wish to familiarize themselves with the use of these pages before 

attempting to use them in this annotation exercise. There are online tutorials and user guides 

available on the use of the browser at http://genome.ucsc.edu/training.html.  BLAST training is 

available online at the NCBI web page and documentation for GEP programs is available on the 

GEP Web site (-> Help -> Documentations -> Web Framework, then scroll to the „Guide to 

Other GEP Tools‟ section and choose the appropriate guide. Note: As you work through this 

exercise on a computer, the screenshots you get may not exactly match the images shown in 

the figures.  

Identifying the Ortholog 
  

The first step in annotating a potential feature is to identify the D. melanogaster ortholog. We 

can start by examining the UCSC Genome Browser on the GEP website. Go to 

http://gep.wustl.edu, select the Projects drop down menu, then „Annotation Resources‟ and the 

„GEP UCSC Browser Mirror.‟ Click on „Genome Browser‟ in the left-hand column of the next 

window, then select “D. grimshawi” genome, “Mar. 2009” assembly, enter contig11 in the 

position box and use an image width of 800. Then, click “submit” (Figure 1a).  

http://blast.ncbi.nlm.nih.gov/Blast.cgi
http://flybase.org/
http://gep.wustl.edu/
http://gep.wustl.edu/
http://genome.ucsc.edu/training.html
http://gep.wustl.edu/
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Figure 1a. UCSC browser mirror 

 
 

Don‟t be scared by the next window that appears, which is pretty complicated (Figure 1b).  

  
Figure 1b. Next screen 
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Each colored entry in the top white box represents a different “track” generated by a different 

gene analysis software program. The names (on the left) of several different gene predictor 

tracks are repeated in the second row of menu bars (Genes and Gene Prediction Tracks). When 

„dense‟ is selected below the name of each track (see red arrow above), the track in the image 

above simply indicates that the software analysis has been run. However, to see the specific data 

that were generated by that software program, you need to adjust the tracks to change how or 

what data are displayed. To adjust the settings of any track, click on the title of the track in the 

bottom section of the page to be taken to a page that contains more information on the track and 

tools for adjusting any settings.  To set the D. mel Proteins track to match the images in Figure 3 

below, click on the title “D. mel Proteins” (Figure 2). 

 

  Figure 2. Click on any title to be taken to a page about that track. 
 

 
 

On the page that comes up next, select “pack” on the menu next to “Display mode” and enter 

1000 in the box labeled “Show only items with score at or above:” finally, click the „Submit‟ 

button. This will take you back to the main browser image where the track has been expanded to 

give more detailed information (Fig. 3). You can set any of the other gene prediction tracks to 

„pack‟ using the drop down menu under each name, then hit „refresh‟ in the blue bar above.  

   

The “BLASTX alignment to D. melanogaster Proteins” track shows the location of all the 

BLAST alignments that resulted from using the translated genomic DNA sequence (contig11) to 

search the database of all known D. melanogaster proteins.  It is used to indicate conservation of 

protein-coding sequences between D. grimshawi and D. melanogaster. You may find when 

working with DNA from other species that this track is replaced by a track called “Refseq 

genes”. These two tracks are both used to show regions of similarity with D. melanogaster 

proteins but use slightly different search algorithms. For the purposes of annotation the 

differences are trivial and unimportant. For either track, there are a few things to note.  
 

1. The black boxes represent regions of sequence similarity between the translated D. 

grimshawi sequence and some known D. melanogaster protein-coding region. The longer 

the black block, the longer the region of sequence similarity. 

2. If more than one alignment block comes from the same protein, the blocks are connected 

with a thin, horizontal line covered with arrowheads. The thin lines are usually intron 

sequences in the D. grimshawi gene, which are not present in mature mRNA molecules. 

3. Sometimes these alignment tracks show directionality (e.g., which DNA strand contains 

the coding information for the protein), as the arrowheads point to either the right or the 

left. Be aware that the arrow showing directionality is in general unreliable, especially in 

cases where the matches are DNA to DNA. If directionality is important, it should be 

confirmed by other methods (e.g. BLAST).  

4. Note that the alignment blocks are only showing regions of high similarity. These tracks 

will only mark an entire exon if conservation extends across the whole exon. Thus, the 
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extent of the alignment will mostly depend on how closely related the species is to D. 

melanogaster. Therefore, it is not possible to infer gene structure (number and placement 

of exons) based on these tracks, since exons with little or no conservation may be missed 

while large exons with multiple conserved domains may be broken into multiple smaller 

alignment blocks. 

5. If multiple isoforms exist for a BLASTX feature, this is represented by a unique letter at 

the end of their names.   

 

Figure 3. Expanded Gene Prediction Track for BLASTX Alignment 
 

 
 

 

From the BLASTX alignment, it appears that this region of D. grimshawi genomic DNA has 

three features that show sequence similarity to putative D. melanogaster protein-coding regions: 

PMCA, CG2177 and CG32850. If one examines the different gene predictor tracks below the 

BLASTX track, multiple „hits‟ appear in their tracks on the Genome Browser window 

(numbered in the physical order, from left to right, that they appear along the DNA sequence of 

the fosmid), which show where the putative genes are as predicted by each software package. 

Note the differences between the gene predictors! 
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Question 1 

Which gene predictor matches the best to the BLASTX output? 

 

 

Question 2 

What is the symbol of the D. melanogaster protein-coding gene in the BLASTX track that 

appears to match well to the left-most D. grimshawi feature, predicted by Genscan or Nscan? 

 

 

Type this gene symbol (case sensitive) into the flybase.org Quick Search box. What is the name 

of this gene?  

 

Which chromosome is it on in D. melanogaster?         
 

Why does the fact that the D. melanogaster gene is on this particular chromosome (and not on a 

different one) strengthen the case for this gene being an orthologue to the D. grimshawi gene?  

 

 

 

 

 

 

Now that we are done examining the BLASTX track in detail, you may wish to change the 

setting back to “dense” to simplify the display. While the „BLASTX alignment to D. 

melanogaster Proteins‟ track provides us with the identity of the probable ortholog for this gene 

region in D. grimshawi, this should be confirmed with a blastp search using FlyBase, as below.  

 

Obtain the predicted amino acid sequence of contig 11.1 in the Genscan Gene Predictions track 

by clicking directly on any of the predicted exons (light brown in color). Click on the Predicted 

Protein sequence link in the next window. Now, copy this protein sequence and use it to search a 

database of all D. melanogaster proteins using the search engine at flybase.org/blast. Select the 

„Annotated Proteins (AA)‟ database and the „blastp: AA-> AA‟ program. 

 
Question 3 

Examine the list of the top 25 hits. How do the Scores and E-values of the PMCA isoforms 

compare to the other hits?   

 

 

 

 

 

If you click on the various alignment scores, the window will jump to the actual alignment for 

each gene as compared to the genomic DNA from D. grimshawi.  Note how much better and 

longer the alignments are with the PMCA isoforms than with the other hits. Thus, we will 

proceed with our analysis with the assumption that this region does indeed contain the D. 

grimshawi ortholog for the PMCA gene of Drosophila melanogaster and not any of the other 

genes identified by this BLAST search. 
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Coding Sequence (CDS) by CDS Searches 
  

While it is true that the Genscan prediction has significant matches to PMCA, that does not mean 

that the prediction is in anyway “correct”. In fact, published accuracy rates for most ab initio 

gene prediction algorithms are in the range of 20-30%. It is therefore more likely than not that 

the Genscan prediction is actually wrong (i.e. not perfect). Without detailed analysis of the 

alignment between the contig11.1 and PMCA, we have no way of knowing. Common errors 

generated by Genscan and the other ab initio gene prediction algorithms are skipped exons and 

errors involving the ends of the gene (split genes, fused two genes etc.). For now, all we know is 

that BLAST has aligned at least some of contig11.1 with at least some of PMCA and the total 

sum of all the alignments gives us a good E value. Therefore, the similarity searches have 

convinced us that PMCA is probably in the fosmid DNA somewhere and it overlaps with the 

Genscan prediction to a large enough extent to give a very good BLAST E value. The next step 

then is to use BLAST searches to find the best matches to the D. melanogaster PMCA CDS, as 

these matches will be the best evidence we can gather as to the structure of this new gene in D. 

grimshawi.  By using CDS-by-CDS searches, we will avoid confusion that often comes from the 

way BLAST calculates alignments.  For this exercise, we will only work on the first few CDS of 

the whole gene. Full annotation of this gene would require mapping ALL coding regions for 

ALL isoforms and creating viable gene models of each isoform. 

 

In order to do CDS-by-CDS searches, we will need the sequence of each CDS. These sequences 

can be obtained from many different databases. This information is most easily obtained from 

the “Gene Record Finder”. This can be found in the Projects drop down menu on the 

http://gep.wustl.edu website, then select „Annotation Resources‟ to get to the Gene Record 

Finder. (Note: an on-line user guide for the Gene Record Finder can be accessed at the GEP 

Website at http://gep.wustl.edu/repository/documentations/gene_record_finder_guide.pdf.) Enter 

“PMCA” into the search box (case sensitive) to obtain the information on this gene. As you type, 

note that the name of the gene appears in a drop-down bar below the search box, with the 

number of mRNA isoforms (11) and the total number of exons (26!) and coding sequences (20) 

for this gene. Now, click the “Find Record” button.   

 

As you saw in the previous BLAST activity, there are three regions of information in the next 

window that appears: Gene Details, mRNA Details and Transcript Details/Polypeptide Details. 

Note that the names of the isoforms have changed from PMCA-PO (in the previous database 

windows) to PMCA-RO, etc. The ‘R’ in the Gene Record Finder has simply been substituted for 

the ‘P’ in these other databases, and you can ignore this difference.  

 

If you click on the Transcript Details tab, you will see from the exon usage chart that next 

appears that there are eleven different mRNA isoforms for this gene. However, when there are 

differences only in the 5' and/or 3' untranslated regions, different mRNA isoforms may in fact 

code for the same polypeptide. Click on „Polypeptide Details‟ and examine the different 

polypeptide isoforms (Figure 4), by moving the scroll bar at the bottom of the CDS usage map to 

the right. 
 

http://gep.wustl.edu/repository/documentations/gene_record_finder_guide.pdf
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Figure 4.  “Polypeptide Details” for the eleven mRNA isoforms of PMCA (left side of screen) 
 

 
   

            

Question 4 
Hint: Examine both sides of the Polypeptide Details window to answer these questions. 
 

How many different protein isoforms exist for this gene?  

 

Which mRNA isoforms encode for identical protein isoforms?  

 

 

How do the different protein isoforms vary with respect to coding sequence (CDS) usage? 

 

 

 

 

 

 

 

 

 

If you click on any of the CDS blocks of a particular protein isoform, information specific to the 

CDS‟s that are in that isoform appear in the table below the CDS usage chart. If you then click 

on a particular row of that table, the amino acid sequence of the specific CDS appears in a new 

pop-up window (Figure 5). Pay attention to the number (under Length) of amino acid 

residues in the Drosophila melanogaster isoform encoded by each CDS.  
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      Figure 5.  Amino acid sequence of CDS 20_1108_2 for the „O‟ isoform of PMCA 
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To map each putative exon position, we will do searches that use the BLAST algorithm to 

compare two sequences (bl2seq). In this case, we will compare the entire translated D. 

grimshawi fosmid to each D. melanogaster CDS, to search for any D. grimshawi DNA sequence 

that could code for similar sequences. Go to the NCBI BLAST search site 

(http://blast.ncbi.nlm.nih.gov/Blast.cgi) and compare the protein sequence of the first coding 

exon of PMCA (CDS #22_1108_0) to the entire fosmid DNA sequence by doing a blastx search. 

Obtain the contig11 fosmid DNA sequence by clicking „DNA‟ in the header of the UCSC 

Genome Browser page (with contig11 entered in the position/search box). Then, paste this 

sequence (40,491 bp long) into the „Query Sequence‟ box. Then, click on the „Align two or more 

sequences‟ box and paste the amino acid sequence of CDS 22_1108_0 (copied from the pop-up 

window of the „Polypeptide Details‟ section of the Gene Record Finder window) into the 

„Subject Sequence‟ box. Click on „Algorithm parameters, and be sure that the “Low complexity 

regions” box is NOT checked and that neither masking technique is being used. Click „Show 

results in a new window‟, then click the BLAST button. The best (first) alignment from this 

search should look as below; the other two alignments below this one are so weak that they can 

be ignored.  

 
>lcl|51109 unnamed protein product 

Length=52 

 

 Score = 99.0 bits (245),  Expect = 6e-25 

 Identities = 45/52 (86%), Positives = 49/52 (94%), Gaps = 0/52 (0%) 

 Frame = +2 

 

Query  3035  MATIDGRPAQYGVSLKQLRDIMEHRGREGIAKINEYGGIHELCKKLYTSPNE  3190 

             MATIDGRPAQYG+SLKQLR++MEHRGREG+ KI E GGIHELCKKLYTSPNE 

Sbjct  1     MATIDGRPAQYGISLKQLRELMEHRGREGVMKIAENGGIHELCKKLYTSPNE  52 

 

By using the whole fosmid in our search, we can read the base coordinates of the alignment 

directly. We note that the beginning of the coding region of this gene appears to be highly 

conserved between D. melanogaster and D. grimshawi and is located starting at base 3035 in the 

fosmid sequence. The alignment begins at base 3035 with the codon for methionine (remember 

your Basic Biology rules!) and ends at 3190. We also note that these bases were translated in 

frame +2 to obtain the similar amino acids.  Finally, we note that the entire 52 amino acids of the 

D. melanogaster CDS (Sbjct line) align to this region of the fosmid.  

 

Question 5.   

Repeat the same blastx searches with the next two CDS’s (#21 and 20); copy and paste the best 

alignments into a Word document (when copying alignments be sure to include the Score, etc. 

header information). What are the DNA base coordinates of the beginning and end of each 

alignment?  What frame was translated to generate the amino acid sequence for each alignment? 

 

 

 

 If you were going to annotate this entire gene, you would continue down the line doing 

blastx searches for sequences similar to each CDS. You may find some CDS difficult or 

impossible to find, especially if they are small and/or not well conserved. See the “Advanced 

Annotation Instruction Sheet” later in the manual for strategies on how to deal with small or 

difficult to find exons.  For this worksheet, we will only attempt to find the exact boundaries for 

the first few CDS. 

http://blast.ncbi.nlm.nih.gov/Blast.cgi
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Annotating Exon Boundaries 
 

From the table on p. 114 of the previous activity, you hopefully observed that only 95 of the 96 

D. melanogaster amino acid residues were present in the alignment obtained with CDS #5. This 

may be because the sequence in D. yakuba has diverged from D. melanogaster in this region. 

Another explanation is that a triplet codon has been split by an intron-exon boundary. Thus, to 

carefully annotate a protein-coding gene, we must now find the exact mRNA splice positions 

that would create a processed mRNA that links these exons together to create a continuous 

coding block (e.g., an open reading frame).  

 

Use the UCSC Genome Browser to navigate to the end of the first exon. From the alignment 

above, we suspect the end to be very close to base 3190. To jump directly to this region, we can 

enter the coordinates “contig11:3170-3220” in the “position/search” box, then click „jump.‟ Also 

make sure „full‟ is selected under the Base Position link in the „Mapping and Sequencing Tracks‟ 

box and „pack‟ is selected under D. mel Proteins in the box below that . The new window is 

shown in Figure 6. (You may need to zoom in a bit to see the nucleotide bases.) 

 

 Figure 6.  Close up look at the region around the end of the first exon alignment. 

  This arrow indicates the strand (forward or reverse) 

             Three reading frames for that strand: 1
st
 (top), 2

nd
 (middle) and 3

rd
 (bottom) row 
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From the blastx alignment on p. 125, we know that the similar amino acids are found in frame 

+2.  We should screen this region for potential intron donor splice sites, since we are at the 

beginning of the first intron. In this case, there is really only one potential “GT” donor site, 

which is at bases 3192-3.  This donor site therefore maps the end of the first exon at base 3191. 

We can see by careful inspection that a cleavage here would leave a single base (a G) after the 

last complete codon in frame +2 (the codon for E, in frame 2, which is the second row of gray 

letters above).  We use the term “phase” to describe these left-over bases; in this case, the 3191 

exon end is said to be phase 1 since one base is left after the last complete codon and the end of 

the exon. To make a complete mRNA, we must find an acceptor site at the end of this intron, 

such that this one base will join with two other bases in the next exon to make a complete three-

base codon. For now, we simply note that the only acceptable donor site in this region is phase 1.  

 

Use the Genome Browser to navigate to the region where you suspect the second exon begins 

based on the alignments you found in Question 5. Remember that intron acceptor sites have the 

invariant sequence “AG” just before the first base in the following exon. 

 
Question 6   

Look around the region where the alignment to CDS 21_1108_2 (the second exon) begins. How 

many acceptor sites can you find?  Considering the frame of the conserved amino acids you 

found in question 5, what is the phase of each putative acceptor site you find? Using just phase 

information, which if any of these acceptor sites is/are usable to maintain the proper translation 

frame throughout the first two exons? Itemize what other evidence you could consider if you 

have two or more possible donor/acceptor pairs.  Finally, record the base coordinates for exon 1 

and the beginning of exon 2 based on your complete analysis. 

 

 

Full annotation of this gene would proceed to each subsequent exon, putative donors and 

acceptors would be analyzed for phase and all putative combinations would be compared to find 

the donor/acceptor pair with the most support.    

 
Question 7  
Use the results of the alignment of the second and third exons in question 5 to locate the 3' end of 

the second exon and the beginning (5' end) of the third exon. 
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Lab Week 9 - Addendum to “A Sample Annotation Problem” 
 

Overview 

Once you have carefully mapped the base pair coordinates of the beginning and end of each 

coding sequence (CDS) of your assigned gene(s) or isoform(s), the next step in the process of 

making a gene model is to check whether or not these coordinates code for a full-length 

polypeptide chain. To do so, you will use the GEP‟s Gene Model Checker.  Detailed instructions 

for using this software can be found in the on-line User Guide at 

http://gep.wustl.edu/repository/documentations/checker_guide.pdf . 

 

We think that working with the Gene Model Checker now will help you to better understand the 

specific goal of your annotation research projects. To do so, you will input the coding sequence 

coordinates from a gene model that was completed by a previous Biology 19 student. This 

student worked on the annotation of the Drosophila erecta ortholog of the D. melanogaster Crk 

gene. The Crk gene is found on the fourth (dot) chromosome and codes for five mRNA isoforms 

in D. melanogaster. You will examine the model for the protein encoded by the B isoform in D. 

erecta. 

 

The figure below shows the fosmid region from D. erecta that contains the Crk ortholog. The 

BLASTX and the SGP Gene Predictor tracks both suggest that there are six coding regions in the 

D. erecta Crk-PB ortholog.  

 

 
 

http://gep.wustl.edu/repository/documentations/checker_guide.pdf
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The table below lists the base pair coordinates (which were obtained by the Amherst student 

using the UCSC Browser) for the beginning and end of each CDS ortholog in the D. erecta 

fosmid, in the 5' to 3' order that the corresponding coding regions would appear in the mature 

mRNA molecule. Note that the numbering of the coordinates goes down as one goes along the 

gene, indicating that it is the bottom (-) strand of the fosmid DNA that contains the coding 

information for the Crk gene. The “reverse” button (red arrow above) was clicked in the UCSC 

Genome Browser window to make the (-) strand go from left to right. Thus, in the above 

window, CDS 1 is the left-most box and CDS 6 is the right-most box, respectively, as 

conventionally drawn with 5' to 3' going left to right. Note that the bp positions in the fosmid 

(top line of numbers) thus go from higher to lower as one reads from left to right. 
 

 Base Pair Coordinates 

CDS 1 14539-14508 

CDS 2 14435-14318 

CDS 3 4292-4137 

CDS 4 4076-3948 

CDS 5 2957-2904 

CDS 6 2844-2623 

Stop codon 2622-2620 

 

Using the Gene Model Checker 
To confirm the accuracy of a gene model using the Gene Model Checker, proceed as follows:  

1. Select „Gene Model Checker‟ from the Projects -> Annotation Resources drop-down 

menu at http://gep.wustl.edu/. 

2. Download a copy of the fasta sequence file for this particular fosmid (D. erecta dot, 

contig33) on to the desktop from the annotation lab Assignments subpage of Blackboard. 

Upload this sequence file into the first box on the left of the Gene Model Checker 

window. 

3. Type in the name of the D. melanogaster ortholog (Crk-PB, case-sensitive) in the second 

box– watch for this gene to appear in the drop-down menu box as you type. 

4. Enter the base number of the beginning and end of each coding sequence, in the order 

they appear in the in the table above, in the following format: # - #, # - #, # - #, etc.  

5. Do not include the stop codon in the last CDS since the stop codon does not code for an 

amino acid. Instead, enter the stop codon coordinates in # - # format in the box lower 

down in the Gene Model Checker window. 

6. The information for this gene is on the (-) strand, so click the circle in front of „Minus‟ 

following „Orientation of Gene Relative to Query Sequence.‟ 

7. We think all the gene‟s coding sequences are accounted for, so click the circle in front of 

„Complete‟ in the next row. 

8. Use the drop-down menu to select the Project Group (D. erecta Dot) and type in the 

Project Name (contig33) for this fosmid. 

9. Red boxes will appear around any entries that the Gene Model Checker deems 

incorrectly entered. Fix these before going on. 

10. Click on the „Verify Gene Model‟ box at the bottom of the window. 

11. A summary of how your model did now appears on right side of the Gene Model Checker 

window. If all the information was typed correctly, you should have passed with flying 

colors.  

http://gep.wustl.edu/
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12. If there are failed parts of the Gene Model Checker, click on the small + box to the left of 

the failed part to get more information on the problematic sequence. A simple misreading 

or mis-typing of intron-exon boundary coordinates is responsible for many model 

failures. (Suggestion: If you passed the Gene Model Checker on the first try, intentionally 

change some of the coordinates to see what a failure would look like.) 

13. If your problem was “Fail with premature stop codons‟, click on the Peptide Sequence 

tab in the upper-right menu bar next to “Checklist.‟ The symbol * in the peptide sequence 

that appears next will show you where these premature stop codons are. You can then use 

this information to find the coordinates of the problematic CDS using your saved blastx 

alignments (as you will hear more about next lab). 

14. Re-check your work and the typing of the coordinates until you pass ALL parts of the 

Gene Model Checker.  

15. Click on the „Peptide Sequence‟ tab to see the amino acid sequence created by your gene 

model. Yahoo!!! For your own projects, you will then use BLAST to compare this 

sequence to the D. melanogaster protein sequence for a final check of your gene model.  

Stay tuned…! 


