BIMM 173

Spring 2010

Vibrio fischeri sequencing exercise

Web sites you will be using today:
NCBI
http://www.ncbi.nlm.nih.gov
1.  Open “Four Peaks” program. 

2.  Go to Webct and open the Vibrio sequencing folder.  You will randomly select 2 of these sequencing files to analyze.

3. Click on one of the files.  It should open in the 4Peaks program.  You should see a series of peaks running from left to right, with the base above the peak.  Using the blue bar just underneath the peaks, scan across the chromatogram, and note how the peaks are nice and sharp in the beginning, but begin to widen towards the end.  This loss of resolutions makes the sequence at the ends less reliable.  

Search for Open Reading Frames (ORFs) in new sequence.  

The first thing you would like to know is if your sequence contains an open reading frame, that is, sequence that appears to code for a protein.  You will do this using a tool at the NCBI web site.  Remember that protein coding sequence in a gene has the potential to be translated in any of three reading frames; which one is used will depend where the ATG is.  If you have a DNA sequence you will not know in which direction the DNA is transcribed, so there are actually six different possible reading frames for that piece of DNA.

In reading frames that are not actually used, there are frequent stop codons.  You can use a program at NCBI called ORF Finder to read a piece of DNA in all six reading frames, and show you which has the longest stretch of sequence without stop codons.  

On the NCBI homepage, click on “All Resources A-Z) and then click on the letter O.  Then click on Open Reading Frame Finder (ORF Finder)

2. Copy/Paste your DNA sequence from your file into the box.  Now click on OrfFind.  

3. This program translates the sequence in all possible reading frames.  You should see something like the figure below. The blue regions show open reading frames.  In the figure below, there are 5 open reading fames = stretches of sequence with no stop codons.  However, one is noticeably longer than

the rest.  To the right of the blue bars, the open reading frames are ranked from longest to shortest.  The longest one in the figure below is 978 nucleotides, which would code for 325 amino acids, which would be enough for a protein.  The next longest open reading frame is only 150 nucleotides.  This is probably not enough sequence to code for a protein.
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QUESTION #1.  How many open reading frames of any length do you find in your sequence? How long is the longest open reading frame?

C. BLASTx: Finding Similar Sequences in Protein Sequence Databases

The next thing you would like to find out is if this DNA sequence codes for a known protein, but by using the amino acid sequence rather than the nucleotide sequence.  

1.  Click on the open reading frame that looks the longest and most likely to code for a protein.

2.  The bar should turn pink and the amino acid sequence will now appear below the bars.  The ORF program has taken your sequence and translated it into amino acid sequence.

3. Now look at the area above the open reading frames display.  Click on the white BLAST button in the pink bar under Anonymous, not the BLAST button on the blue bar at the very top of the page.  This Blasts your protein sequence against known protein sequences.  (You can do this via an alternate route as well, which is to go to NCBI blast page and do a blastx.  In that case, you would enter the nucleotide sequence, and the blastx would translate it and then blast the amino acid sequence.)

4.  After a few seconds, a new page should appear.  Click on “View report”.

BLASTP Output:
Scroll down – you will see a list of “hits” entitled “Sequences producing significant alignments”.  

This is a list of of accession numbers with a protein name and the organism it comes from next to it.  The numbers in the last two columns indicate how well each of the "hits" matches your input sequence
        -  E value, a statistical measure of the number of matches expected to be found in a database of this size having the Score that was found. E values that are less than about 0.00001 are usually always significant.  This is what is typically used to evaluate the quality of a hit.  For example, an E value of 1 assigned to a hit can be interpreted as meaning that in a database of the current size one might expect to see 1 match with a similar score simply by chance.  So the lower the E value, the more likely it is that your sequence and the sequence of that hit are the same or very similar.  The top hit has the lowest E value, and is the one that is most similar to your sequence. (Note that e-20 is a very small number) 
-  Score, in bits. This Score is a measure, in bits, of the information you have when you know the alignment between this sequence and your input sequence. Remember in this case your input sequence was amino acids.

Examine the data in your output file.  Scroll down beyond the initial list of hits so you can see the actual sequence alignments.  

Sometimes there is more than one hit for the same protein in the same organism – it is just that they have been submitted by different people at different times, or the same protein in a different strain of the same bacteria, etc.

Note:  although the Vibrio fischeri genome has been sequenced, the data is not all in Genebank, so even though you know the DNA you are sequencing was from V. fischeri, you may not get V. fischeri as a hit.  Also, the sequencing may not have been perfect.  

If you get a hit that makes no sense, like a neuronal specific protein, go back and pick the second longest reading frame and blast that.  Use that to answer the questions instead. 

If you get a hypothetical protein, it means that the sequence you have is known to code for a protein but the function of the protein is unknown. Sometimes, though, you can get an idea of what it might be by looking further down on your hit list.  If you still can’t find anything, use another sequence.
QUESTION #2.  
A. What is the top hit = the one with the lowest e value (i.the name of the protein and the organism it is found in)? 

B. Copy the alignment (the three lines of amino acids – see below)  into your file. How similar was your translated sequence to the sequence in Genbank?  Look at the “ identities” value above the alignment – it is a percentage measure of how many of the amino acids in your sequence matched that of the hit sequence.  If your top hit was from Vibrio fischeri, and the identities value isn’t 100%, what might explain that discrepancy?
Note: Look at the alignment of your entered sequence the top hits.  Note that there are three lines of letters representing amino acids.  The top line is your translated sequence (Query).  The bottom line is the sequence of the protein in this organism (Subject).  The middle line shows similarly between the two sequences.  If the amino acid at a certain position in both sequences is the same, then there is the same letter in the middle line.  If the two amino acids are different but have similar characteristics (for example, serine vs threonine) there is a “+” in the middle line.  If the two amino acids in the top and bottom lines are significantly different, there is a space in the middle line.

QUESTION #3 

Scroll down to the first hit that isn’t from Vibrio fischeri and copy the alignment into your file.  

A. What organism is this protein from? 
B. How similar are these two sequences?  How does this similarity compare with that of the top hit and your sequence?
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