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Finishing Project for Drosophila grimshawi Fosmid Clone DGA37K14  
 
Abstract 
 
Fosmid clone DGA37K14 is a 36400 base region on the dot chromosome for Drosophila 
grimshawi. An initial assessment from the first assembly view revealed two gaps between 
three separated contigs and a region of low quality consensus sequence due to low read 
coverage. More alarming was the very high read coverage in a 5-6 kb region in the 
middle of the fosmid, as well as almost 350 high quality discrepancies within this region. 
While this evidence suggested a putative tandem repeat region, the HindIII digest 
indicated that there is only a single copy of a repeat sequence. In the end, the gaps and 
low coverage were resolved by additional reads giving a single contig with a single copy 
of a repeat sequence.  
 
Introduction 
 
The dot chromosome in Drosophila grimshawi is characterized by large regions of 
heterochromatic packaging.  Heterochromatin formation has been suggested as an ancient 
mechanism in eukaryotes to combat the viruses and transposable elements that insert into 
the genome. Heterochromatin formation has been associated with a high number of 
repeat sequences, particularly multiple copies of transposable elements. It is also known 
to silence nearby genes. What makes the dot chromosome so interesting is that there is 
evidence for significant gene transcription even though the majority of the chromosome 
contains heterochromatic packaging. Sequencing and annotating fosmids from the dot 
chromosome will reveal the presence of genes that may serve as targets of future studies 
of gene transcription in regions of heterochromatic packaging. In this project, a 40 kb 
fosmid from the dot chromosome, DGA37K14, was finished to mouse standard, or one 
error per one thousand bases, to assist future annotation studies.  
 
Workflow 
 
Initial Project Assessment 
 

The initial assembly view of fosmid clone DGA37K14 showed eleven contigs and 
a high number of repeat sequences (Figure 1). This was expected since the dot 
chromosome is known to have a high content of repetitive sequences, in particular 
multiple copies of transposable elements. A professional finisher worked on the project, 
assembling the reads until there were only three remaining contigs and assembling the 
repeat sequences into a single region of 5-6 kilobases in contig 33 (Figure 2).  

The assembly view (Figure 2) that I started with showed three contigs, 33, 8, and 
13. Crossmatch only showed one pair of potential repetitive sequences in contig 33 with 
93.9% similarity (indicated by the black lines). The low similarity suggested that these 
were independent copies and did not correctly align. The assembly view also suggested 
that the complement of contig 8 joined with contigs 33 and 13 as indicated by the green 
and purple triangles showing matching forward-reverse pairs. Another important piece of 
information from the assembly view was that contigs 8 and 13 had low read coverage 
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while contig 33 had very high read coverage as indicated by the light and dark green 
peaks in Figure 2. In this case, the high read coverage was a cause for concern since fifty 
high quality reads is much greater than that expected. This suggested that there may be 
multiple repeat copies aligned into a single copy shown in Figure 2. Since the original 
assembly (Figure 1) consisted of multiple repeat copies, I assumed that the copies had 
been misaligned to produce a single copy with very high read coverage. This was an 
indication that I might need to tear reads from the single copy of repeat sequence into 
multiple repeat copies.   

 
Figure 1: Initial Assembly View for DGA37K14 Fosmid with Crossmatch results showing a 

large number of repeat sequences (orange and black lines) 
 

 
 

Figure 2: Initial Assembly View with Crossmatch results after all matching sequences were 
assembled into contig 33, nucleotide bases 15530-21218, revealing a region of very high read 

coverage (dark green peaks showing the number of high quality reads) 
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Figures 3: Restriction digests using restriction endonucleases, SacI, HindIII, and EcoRV 
                    SacI                     HindIII             EcoRV   

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
After analyzing the assembly views, I assessed the restriction digests for discrepancies 
between the real digest and in silico prediction based on the assembly in Figure 2. The 
digest for EcoRV seemed to be a failed digest with so many discrepant bands, but SacI 
and HindIII matched well suggesting that the arrangement of contigs, 33-8-13 was 
correct (Figure 3). The discrepancies in the SacI digest were likely due to the poor quality 
of the gel image (data not shown). The analysis of the digests suggested that a single 
copy of the repeat sequences was the correct assembly. Despite these relatively well-
aligned digests, the high read coverage suggested that there were multiple copies of 
tandem repeat sequences present (Figures 4 and 5).  

Figure 4: Aligned reads window for Contig 33 (tandem repeat sequence) 

Figure 5: Aligned reads window for Contig 33 (unique sequence) 
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Figure 6: High quality base discrepancies for Contig 37 (originally Contig 33) 
 
 
 
 
 
 
 
 

To summarize the initial assessment, there were two alternative hypotheses regarding the 
5-6 kb region of high read depth. The first hypothesis, supported by the digests, was 
simply that the current alignment of high read depth and polymorphisms was correct. The 
high coverage region may really be a polymorphic region present in a single copy in the 
genome. The second hypothesis was that the region of high read depth may be multiple 
repeat copies misaligned into a single copy. I will describe this hypothesis in the next two 
paragraphs.   
 
The second hypothesis stems from the idea that the repeat sequences from Figure 1 may 
be incorrectly aligned into a single 5-6 kb polymorphic region. Figures 4 and 5 
demonstrate the drastic difference in the region of high quality read coverage (50X 
coverage) and a region of unique sequence (9X coverage) within the same contig. 
Furthermore, in the stretch of unique sequence, a total of 23113 bases, there were only 
five high quality discrepancies, all of which occurred only in one read and were likely 
due to a miscalled base or due to a growth error in the bacterial clone. In the stretch of 
high coverage, a total of 5688 bases, there were more than 350 total high quality base 
discrepancies. Therefore, most of these were likely true reads, some present in as many as 
20 reads. One possible explanation for the observed polymorphisms was that the 
repetitive sequences are under low selection pressure. From this we would expect the 
polymorphisms to be relatively equally spaced out throughout the region of high 
coverage and to be present in similar frequencies with respect to the reads. With several 
high frequency polymorphisms present in 10 reads and some in as many as 20 reads, a 
more parsimonious explanation is that there must be at least two copies of repeat regions 
that drifted, resulting in a significant difference between the sequences.    
 
The difficulty in the second hypothesis is that from the evidence provided thus far, it 
would be impossible to determine the exact number of repeat copies as well as the 
location of the copies in the fosmid. It would not be possible to determine the exact 
number of copies based on the read depth alone, but considering the size of the fosmid 
would be greater than 50 kb with three or more copies, the most likely number of copies 
is two. Also, based on polymorphisms and read depth alone, there is no way to determine 
the exact position of the two putative repeat copies. The two copies could be present as 
tandem repeats within this fosmid, or one copy could have been pulled from a completely 
different part of the genome due to its similarity with the second copy in this fosmid. I 
began my project work assuming that the two repeat copies were present as tandem 
repeats, and I will now refer to the region of high coverage as the putative tandem repeat.  
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Part 1 of Project Work: Resolving the two gaps and low quality bases  
 
Before working on the potential misassembly of tandem repeats, I attempted to sort out 
the more minor issues, particularly the two gaps, present between contigs 33 and 8 and 
between 8 and 13. A search for string at the 3’-end of contig 33 revealed a matching, 
complemented sequence in contig 8. After converting contig 8 to its reverse complement, 
I was able to join the two contigs into a single contig 36 (Figures 7 and 8). However, the 
resulting join gave a few regions of low quality sequence since some regions were only 
covered by two reads. I called one set of reactions to resolve this region. 
 
Figure 7: Force join revealing matching sequences in contigs 33 and 8 (shown as contigs 37 

and 38 respectively) 
 

Figure 8: Assembly view after joining contigs 33 and 8, giving a single contig 36 
 

A search for string at the 3’-end of contig 36 revealed no matches with contig 13, so I 
ordered a pair of primers to span this gap. As described before, contig 13 also had low 
read coverage and two large regions of low quality sequence (Figure 9), so I ordered 
primers for these regions as well. 
 

Figure 9: Regions of low quality sequence in Contig 13 
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A comparison with Autofinish reveals that I called a pair of primers for every problem 
whereas Autofinish called a single primer (Table 1). On the one hand, Autofinish did not 
call reactions to cover one stretch of low quality bases. On the other hand, Autofinish 
called two primers to cover low quality sequences in the same region, one of which was 
unnecessary.  
 
Out of all the reactions called, only three failed from the same primer set. All of the 
reactions called to resolve the low quality sequences in contig 36 (joined contigs 33 and 
8) as well as contig 13 were successful (Figure 11). The three reactions that covered the 
sequence downstream of the 3’ end of contig 36 were successful. However, the three 
reactions that were supposed to cover the sequence upstream of the 5’ end of contig 13 
failed, so the gap remained unresolved. Using the new, extended 3’ end of contig 36, I 
called another set of three reads.  
 

Table 1: Round one of called reactions (Contigs 33 and 8 were joined to give contig 36) 

Oligo Name Rx 
Chemistry Goal Reactions in 

Autofinish 
Succ-

ess 
DGA37K14.1 4:1 Forward primer in Contig 33 to close gap with 

Contig 8 
Matches exactly √ 

DGA37K14.3 4:1 Reverse primer in Contig 8 to close gap with 
Contig 33 

Not called √ 

DGA37K14.4 4:1, 
BigDye, 
dGTP 

Forward primer in Contig 8 to close gap with 
Contig 13 

Not called √ 

DGA37K14.5 4:1, 
BigDye, 
dGTP 

Reverse primer in Contig 13 to close gap with 
Contig 8 

Matches exactly X 

DGA37K14.6 4:1 Forward primer in Contig 13 to resolve low 
quality bases in consensus positions 557-956 

Covers positions 
485-847 

√ 

DGA37K14.7 4:1 Reverse primer in Contig 13 to resolve low 
quality bases in consensus positions 557-956 

Called two 
reactions that cover 
positions 1-847 

√ 

DGA37K14.8 4:1 Forward primer in Contig 13 to resolve low 
quality bases in consensus positions 1334-1918 

Not called √ 

DGA37K14.9 4:1 Reverse primer in Contig 13 to resolve low 
quality bases in consensus positions 1334-1918 

Reverse primer 
starts at position 
1838 

√ 

DGA37K14.10 4:1 Forward primer in Contig 13 to resolve low 
quality bases in consensus positions 2337-2559 

Not called √ 

DGA37K14.11 4:1 Reverse primer in Contig 13 to resolve low 
quality bases in consensus positions 2337-2559 

Not called √ 

 
Figure 11: Low quality sequences in Contig 13 after incorporating new reads 
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Part 2: Resolving the region of high coverage – tearing the repeat region into 
multiple repeat copies 
 
In order to determine which reads corresponded to a single copy of the repeat, I made a 
spreadsheet with polymorphisms present in each read (Figure 12). Reads sharing the 
same set of polymorphisms were grouped together by the same color as shown below. 
This provided valuable cut sites where the same alleles could be grouped together when 
the contig was torn. Two cut sites shown in Figure 12 are at consensus positions 18837 
and 19540. 
   

Figure 12: Part of a spreadsheet showing reads and corresponding polymorphisms with 
consensus position shown at the top of the spreadsheet (colored lines show reads that 

contain the same polymorphisms and are likely part of the same repeat copy) 

My goal was to identify two distinct repeat regions and to potentially find any unique 
sequence in between the two repeat sequences. I began tearing contig 36 at sites 
containing high frequency polymorphisms since these were indications of distinct repeat 
copies that shared a particular polymorphism. I chose sites with the highest frequency of 
polymorphisms: consensus positions 18837, 19540, 19987, 20315, and 20736. 
Polymorphisms at positions 18837 and 19540 are both indicated in Figure 12 where it is 
evident that the polymorphism is present in many reads. I pulled reads into their own 
contigs, using the spreadsheet shown in Figure 12 as a guide. Figure 13 shows the 
assembly view with Crossmatch after four tears. The orange lines in Assembly View 
suggested that the repeat regions had been successfully broken into multiple segments. 
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Figure 13: Assembly view after four tears at polymorphic sites 

 
The assembly view in Figure 13 shows that I had already created multiple copies of the 
repeat regions. Now, I tried to find aligned sequences between the separated contigs. I 
found that Contig 43 had fewer reads and could be successfully joined to Contig 50 with 
no high quality discrepancies upon alignment, creating Contig 58. This provided 
conclusive evidence that these two contigs belonged to the same copy of the repeat 
sequence. High quality base discrepancies would be indications of the polymorphisms 
that had been pulled apart initially and would suggest overlapping members of different 
copies of the repeat sequences.  

 
Figure 14: First force-join between contigs 50 and 43 to create Contig 58 
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Part 3 of Project Work: Resolving the final gap   
 
At this point, I received the second round reaction reads and incorporated them into the 
assembly to resolve the gap between contigs 54 and 13 (Figure 15). Both sets of oligos 
were successfully sequenced, and the gap was resolved creating contig 60 (Figure 16).  

Figure 15: Second round of called reactions 
Oligo Name Rx Chemistry Goal Success 

DGA37K14.13 4:1, BigDye, dGTP Forward primer in Contig 54 to close gap with 
Contig 13 

√ 

DGA37K14.14 4:1, BigDye, dGTP Reverse primer in Contig 13 to close gap with 
Contig 54 

√ 

 
Figure 16: Assembly view after second round reaction reads were successfully incorporated 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Part 4: Re-joining contigs into two distinct copies of a tandem repeat sequence 
 
The first step to resolving the forward-reverse pair discrepancies (red lines in all 
assembly views) was to identify all members of a forward-reverse pair that were 
anchored in unique sequence. These could be used as reliable markers, identifying 
contigs in which some reads could be assembled with confidence. For example, all red 
lines starting upstream of consensus base 16000 in contig 58 were reads anchored in 
unique sequence. Similarly, all red lines starting downstream of consensus base 2650 in 
contig 60 were also anchored in unique sequence (Figure 16, above). The corresponding 
partner of the forward-reverse pair had to be positioned about 2000-3000 bases away 
within contigs 58 and 60, respectively, due to the size of the clone.  

Figure 17: Assembly view after anchoring forward reverse pairs 
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At this point, I tore the highlighted reads in Contig 47 and inserted them into Contig 83 
(Figure 17). The forward reads in Contig 47 must align with reverse reads already present 
in Contig 83. The matching forward-reverse pairs connected by yellow lines were now 
assembled in the same contig as shown in Figure 18.  
Figure 18: Assembly view with crossmatch (the two distinct repeat regions are shown by the 

yellow lines highlighted by Crossmatch) 
 
 
 
 
 
 
 
 
 
 
 

I continued this process for four more groups of misassemblies. The three major 
assemblies are shown in order from A-D in Figure 19 on the next page. The basic idea 
was that I had already created two copies of repeat sequences. For the sake of 
consistency, let me refer to them as sequences in contig 100 and contig 93 from the 
assembly view in Figure 18, above. I needed to assemble the reads in the other contigs 
into one of these two copies. The red lines indicate that I could not simply join two entire 
contigs but, rather, had to pull reads out individually and match them with their 
corresponding partner from the same bacterial clone in either contig 100 or contig 93.  
 
First, I resolved the discrepant forward-reverse pairs from the consensus positions around 
16000 in contig 100 (Figure 18), which were all forward reads for the bacterial clones. 
This meant that the reverse reads had to be assembled into contig 100 about two to three 
kilobases downstream giving contig 104 in Figure 19A. Then, I resolved the red lines 
between contigs 90 and 93. Since the forward read was in contig 93, the reverse read also 
had to be assembled into contig 93, giving the assembly view in Figure 19B. At this 
stage, I resolved the discrepant forward-reverse pairs between contig 97 and contig 93. 
The forward read was located in contig 93, so the reverse also had to be assembled into 
contig 93, giving the assembly view in Figure 19C. Finally contig 92 was pulled apart 
into two sets of reads, one set aligned to each of contigs 112 and 114 to give Figure 19D.  
 
Every time reads were pulled and force-joined into a new contig, I made sure there were 
no high quality discrepancies between the joined contigs. This ensured that the forward-
reverse pairs were located in the correct copy of the repeat region. Since I used the two 
large contigs (100 and 93 in Figure 18) containing the fosmid ends as the two distinct 
repeat regions, any high quality discrepancies meant that some reads in the large contigs 
were in the incorrect copy. The forward-reverse pairs that I had tried to join together in 
the same contig were then pulled out and re-assembled into the other contig.  
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Figures 19 A-D: Assembly views at each stage of joining with yellow lines indicating the 
target forward-reverse pairs to be re-assembled for that step. The fourth assembly view 
shows the final result. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
  
 

19A 

19B 

19C 

19D 
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After examining the final assembly view with two contigs, 124 and 126, I examined the 
gap between the contigs to find potential unique sequence. Figure 20 shows that there 
might be unique sequence indicated by the blue comment tag to the right of the 
highlighted, red base. Two reads in Contig 124 contained similar unique sequence, one of 
which was considered high quality sequence. However, this sequence could be vector 
sequence, and the only way to find out would be to sequence across the gap.   
 
Figure 20: Aligned reads window of contigs 124 and 126 showing possible unique sequence 

indicated by the blue comment tag (trace window shows high quality bases) 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Part 5: Enlightenment 
 
At this point, I thought that I was mostly finished with the project, but when I looked at 
the restriction digests, I discovered one band in the HindIII digest that did not match the 
in silico prediction. The first image on the left in Figure 21 shows the HindIII digest with 
two copies of the repeat sequence. The only discrepant band covered the 16 kb region 
spanning the entire repeat sequence from the middle of Contig 124 to the middle of 
Contig 126. If there was missing sequence in the gap, we would expect the real digest 
band to be bigger than the in silico prediction. Instead, the in silico band was about 5kb 
larger, the same size as the repeat sequence. When I did a force join on the two contigs to 
generate a single copy of repeat sequence, I obtained the second image in the middle of 
Figure 21, showing that all bands aligned perfectly. Finally, the third image on the right 
of Figure 21 shows the SacI digest, with most of the bands completely aligned. This gave 
conclusive evidence that there was only a single copy of repeat sequence, giving the final 
assembly view shown in Figure 22.   
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Figure 21: Four restriction digests – (1) Restriction digest of HindIII for two repeat 

sequences, (2-4) restriction digests of HindIII, SacI, and EcoRI for a single repeat sequence 
 

HindIII (2 Contigs)            HindIII (1 Contig)                  SacI (1 Contig)       EcoRI (1 Contig) 

 
 

Figure 22: Final assembly view of a single contig, with only one copy of the 
repetitive sequence 
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To complete the finishing and ensure completion to mouse standard, I checked 

several potential areas for concern. A run on the BLAST microbe database showed no 
results, indicating that there was no contamination from bacteria. Also, there was only 
one sequence of mononucleotide repeats of greater than 15. There was a string of 18 A’s 
at consensus positions 21606-21620. With adequate high quality read depth, this region 
and all positions nearby had Phred scores greater than 30. All single strand, single 
chemistry regions had Phred scores greater than 30, so no more reactions were ordered to 
cover these region. There are two single subclone regions for which more reads should be 
ordered at positions 29337-29576 and 36393-36397, respectively.  
 
Conclusion  
 

For the most part, I successfully finished the project for fosmid clone 
DGA37K14. The final assembly view shows a single contig remaining. All of the gaps 
and most of the low quality consensus regions were resolved. There only remain two 
short low quality sequences, one of nine bases from consensus positions 29778-29788 
and the other of five bases from consensus positions 29828-29832. These were located in 
the second gap where several called reactions had failed. While the gap was closed, some 
of these two regions only had 2X read coverage.  

As described previously, there were almost 350 high quality discrepancies and 
about 200 putative single nucleotide polymorphisms entirely within the repeat region. All 
of these were tagged. High quality discrepancies outside the repeat region occurred in 
only a single base and were likely due to growth errors. These were tagged accordingly 
with a comment tag. While the high read coverage and number of high quality 
discrepancies suggested the possibility of multiple copies of repeats for my fosmid, the 
restriction digests conclusively established that the alignment with a high coverage region 
is the correct alignment. One explanation for the high read depth is that some of the reads 
were taken from entirely different regions of the genome. The different copies could have 
diverged due to drift, which accounts for the high number of observed polymorphic sites. 
Hopefully the majority of the reads were obtained from the dot chromosome and that the 
consensus sequence reflects the correct sequence for the dot chromosome in D. 
grimshawi.  

For future work, it would be useful to reduce the polymorphisms by discarding 
reads that differ from reads anchored in unique sequence. In this way, there will be more 
confidence that the consensus sequence actually reflects the correct sequence for the dot 
chromosome in D. grimshawi.  
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